










Figure 2: Snapshots of the biased trajectory at times 0, 15, 58, 110, and 190 ns. Shown in cartoon rendering to
emphasize the protein structure rather than individual atoms

effect on the following computation. Radius of gyration
is covered in the range of 0.8–1.5 nm, suggesting that
all categories of feasible shapes are covered.

The K-isomap embedding was run with a setting of
k = 5. The resulting values of the two collective vari-
ables on the 2,381 samples cover the 2D space regu-
larly, indicating both representativeness of the samples,
as well as feasibility of the embedding. The subsequent
training of the neural networks (3 layers, inputs for all
heavy atom coordinates, 32 neurons in a single hidden
layer, and one output) yielded an excellent match (94 %
and 98 % correlation) between estimated and real val-
ues of both collective variables on a randomly selected
testing subset of the generated conformations.

After the training, we ran a 200 ns simulation of Trp-
Cage miniprotein with both unbiased and biased molec-
ular dynamics, starting with the common preparation
protocol. The principal results are shown in Fig. 1.
The radius of gyration of the unbiased simulation re-
mains below 0.8 nm, and the simulated molecule shape
does not move apart from the initial point according to
RMSD – it only exhibits small fluctuations for the entire
duration of the simulation. Conversely, the biased sim-
ulation shows a significant shape change at approx. 15
ns, and the increased radius of gyration indicates that
the molecule starts to unfold. After this, the molecule
unfolds and folds back several times, creating slightly
or more significantly different shapes. Snapshots of the
trajectory at significant points are shown in Fig. 2.

While the evolution of the molecule shape differs
strongly between the unbiased and biased simulations
over the same period, the potential energy of the en-
tire molecule oscillates around the same value by ap-
prox. 2,000 kJ/mol in both cases. In the system with
3475 water molecules, this corresponds to temperature
fluctuations of approx. 8 K (estimated from water heat
capacity). This is strong evidence that despite the added
bias and different trajectories, the simulation still uses
favourable paths, respecting the overall chemical feasi-
bility.

The entire computational pipeline is implemented as
a Jupyter notebook, and its source code is available
at https://github.com/ljocha/chicken-and-egg/.
All the required packages and auxiliary scripts
are wrapped into a Docker container image
ljocha/chicken-and-egg:2020.01.10-1 available

at dockerhub.io. We also wrap Gromacs patched with
Plumed into ljocha/gromacs FLAVOR:VERSION images;
the appropriate flavor and version are chosen by the
notebook at runtime.

CONCLUSION

The method we have developed guides a molecular dy-
namics simulation to explore an unknown simulation
landscape quickly. The approach is based on proven bias
potential techniques using path collective variables (Spi-
wok and Králová (2011), Spiwok et al. (2015)) and artifi-
cial neural networks (Trapl et al. (2019)), which require
previous sampling to cover the simulation space repre-
sentatively. This creates a “chicken-and-egg” problem
in cases where the simulation landscape is not known
a priori, and it cannot be sampled reliably.

Conversely, the novelty of our method lies in the fact
that it does not require such representative coverage –
it is replaced by a blindfolded, aggressive, entirely ran-
dom sampling. This approach could not have been used
per se in the previous methods which are based on di-
rect comparison of molecular structures – the unrealistic
shapes produced by the random sampling would desta-
bilize the computation. However, we show that these
samples can still be used to train a neural network. Even
though they lack an overall chemical meaning in many
cases, the network is capable of using them to extract
the essential features that can be used to drive the sim-
ulation.

We demonstrate the feasibility of our approach
with a computational experiment using the Trp-Cage
miniprotein. In a 200 ns simulation using the bias po-
tential generated by our method, the trajectory clearly
shows several folding and unfolding events, while the
unbiased simulation of the same length remains close to
the initial structure – a much longer simulation (20×,
according to Qiu et al. (2002)) would be required to
observe the same folding events.

Therefore, we conclude that our method can provide
useful insight into the protein folding process, while
keeping the requirements on computational resources re-
duced significantly.
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ABSTRACT

Nowadays, one of the top priorities for public health
is estimating the effectiveness of protective measures to
mitigate the COVID-19 epidemic. A promising way to
explore various protective measures and to estimate the
potential benefits and costs of a variety of options is to
use computer modeling. In this paper, we introduce a
new infection transmission model and examine protec-
tive measures as intervention options. We calibrate and
apply our model to simulate the COVID-19 epidemic
situation in the city of Muenster, Germany. We imple-
ment our model on top of various locomotion models
in the Vadere simulation framework. Experiments with
our approach show that social distancing can reduce the
peak attack rates by up to 85%, while self-isolation or
household quarantine can have a significant impact by
delaying the epidemic peak. Furthermore, combining so-
cial distancing, self-quarantine and school closures can
greatly mitigate the spread of the epidemic.

INTRODUCTION

Mathematical modeling and simulation help understand
the transmission dynamics of epidemic diseases, as well
as evaluate decision-making methods for disease con-
trol (Hethcote 2000). Since each disease has its own bi-
ological characteristics, the models need to be adapted
to each specific case, so that the actual situations can
be adequately described and analyzed.
An important challenge is that infection statistics are
often inaccurate and incomplete due to inadequate re-
porting; e.g., an infected person may prefer to remain
at home and receive self-treatment without informing
the health authorities. Due to the lack of reliable data,
which makes it difficult to know the precise values of
important parameters, and because epidemiology can-
not conduct reproducible experiments, computer sim-
ulation offers a viable approach to study scenarios of
interest with different parameter estimates. Epidemio-
logical modeling and simulation can help public health

officials in effectively predicting the spread of infectious
diseases after an outbreak occurs.
Traditional epidemiological approaches are based on the
SI, SIS, SIR, and SEIR models (Du 2013, Hethcote
2000). In these models, individuals are divided into
different categories: Susceptible (S), Exposed (E), In-
fected (I), and Recovered (R). These models have been
effective in understanding how the dynamics of disease
change over time (from the start of outbreak to the end)
when enough data are available. Such models have been
applied to analyze recent transmissions of COVID-19
in different countries (Carcione 2020, Lopez and Rodo
2020, Prem et al. 2020). For example, these models
show that city-wide lockdowns can significantly reduce
the transmission rate.
A major issue with the traditional epidemic models,
particularly when used for disease prediction, is that
they are static and typically include fixed values for sev-
eral key parameters and ignore others. The critical re-
strictions include: a) the frequency of contacts between
agents is fixed; b) the distance between agents is ig-
nored; and c) isolated infected individuals are ignored
and treated as infectious. These issues limit the possi-
bility of modeling real-life scenarios.
In this paper, we develop a new infection transmission
model based on pedestrian dynamics, and we imple-
ment our model on top of the Vadere framework (Klein-
meier et al. 2019). We design our simulation model in
the Susceptible-Infected-Removed (SIR), which can de-
scribe the intuition of the spread of an epidemic. We
apply our approach to study the effectiveness of pro-
tective measures (social distancing, self-isolation, and
school or workplace closure) in mitigating the spread
of the virus. To evaluate our approach, we conduct an
extensive series of experiments to simulate the infection
transmission behavior in the city of Muenster, Germany.
For each simulation scenario, the resulting value of the
effective reproduction number R(t)eff

0 is used to assess
the effectiveness of the protective measures and their
combinations.
In the remainder of the paper, we present our novel con-
cept of behaviors, in particular the behavior of infec-
tion transmission, and its implementation in the Vadere
framework. We evaluate our approach by conducting
experiments on different COVID-19 transmission sce-
narios, and then we conclude.

310



MODELING INFECTION TRANSMISSION
BEHAVIOR AND PROTECTIVE MEASURES

The Vadere simulation framework (Kleinmeier et al.
2019) can adequately model the walking behavior of
people (agents) in different common locomotion mod-
els that are calibrated and validated against empirical
real-life observations in (Seitz 2016).
In Vadere, the dynamics of agents behaviors are simu-
lated in a 2D plane, by using the topography visualizer
for all available locomotion models. The topography vi-
sualizer works as follows:

1. Agents are circular shapes, and can be accelerated
or slowed down from their source within one of the
locomotion models to reach the target position.

2. Obstacles are geometric shapes (drawn by the user)
that the agents try to avoid. Obstacles can be also
drawn as walls to construct a virtual environment
structure (e. g., buildings).

3. Sources are areas where agents are created, either
individually or in groups. The user can also place
agents individually at a specific position, instead of
creating them in the source area.

4. Targets are areas that agents try to reach. Both
source and target positions are known to agents.

Fig.1 shows our extension of the Vadere framework. We
incorporate the new concept of behaviors (e. g., the in-
fection transmission behavior) on top of the locomo-
tion models that are responsible for moving agents.
In our simulation, we use the Optimal Steps Model

(OSM) (Seitz 2016) and Vadere’s decision-making layer
that is responsible for avoiding collisions between agents.
Boxes (a) and (b) in Fig.1 show our new infection
transmission model that describes the intuitive spread
of an epidemic in a simple SIR (Susceptible-Infected-
Recovered) form. Box (c) shows the input parameters of
the protective measures to our new model. Box (d) rep-
resents the effective reproduction number R(t)eff

0 used
for evaluating the effectiveness of protective measures.

Modeling Infection Transmission Behavior

Fig.2 shows a class diagram of the infection transmission
behavior. A simulation scenario always has a particular
locomotion model as the main model. The MainModel
class contains a list of sub-models (e. g., OSM is se-
lected to be the main model for our simulation scenar-
ios) and a list of behaviors (e. g., Infection behavior).
CentriodGroupModel is a sub-model of OSM that man-
ages the locomotion of agents in groups.
We develop class InfectionBehavior that is applied
to dynamic elements (agents) of PedestrianBehavior.
Method apply(List<Pedestrians>) changes the sta-
tus of agents from susceptible to infected. This change
happens in the Model.update() method without affect-
ing the locomotion of agents.
Box (b) in Fig. 1 shows the definition of the new in-
fection transmission behavior concept that we add to
the Optimal Steps Model (OSM) as the main model
in Vadere. This definition is used to initialize the
InfectionBehavior class before the Simulation class

Figure 1: Infection transmission model on top of the Vadere framework.
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Figure 2: Infection transmission behavior class diagram.

runs the MainModel. The definition and its attributes
code is expressed in the JSON (JavaScript Object No-
tation) format (Pezoa et al. 2016) as shown in Listing 1.

1 {
2 " mainModel " : "org. vadere . simulator .

models .osm. OptimalStepsModel ",
3 " attributesModel " : {
4 ...
5 "org. vadere .state. attributes . models .

AttributesOSM " : {
6 ...
7 " behaviors " : [ "org. vadere .

simulator . control . behavior .
InfectionBehavior " ]

8 },
9 "org. vadere .state. attributes . models .

AttributesInfectionBehavior " : {
10 " minInfectionDistance " : 0.0
11 },
12 ...
13 }
14 }

Listing 1: JSON of the infection transmission behavior

Table 1 represents the definitions of the parameters of
the infection transmission behavior, and parameters’
values in our simulation.
In our model, at each time step t (in seconds), an in-
fected individual i modifies her infectious radius ri,t+1.
The infectious radius is modified depending on: a) the
infection rate λ (described in Section on Experiments);
b) the risk level α of social distancing (described in the
next subsection) that is empirically estimated to repre-
sent the high-, medium-, and low-risk social distancing
levels. If a susceptible agent (S) makes contact with
an infected agent (I) within agent’s infectious radius,
then the status of the susceptible agent (S) changes to
infected (I).

Table 1: Parameters of the infection transmission model.

Parameter Definition

Individual radius
ri

the physical radius of agent
i: its value is set to 0.25m.

Infectious radius
ri,t+1 of agent i
at time t + 1

the radius of an infected
agent: it is used to transmit
the infection to others as de-
scribed by Eq. 1.

Infection rate λ the total number of infected
agents of the city popula-
tion during a specific time
period: estimated in Sec-
tion Experiments.

Average duration
of recovery γ

the time that an infected
agent will take to recover:
the value is set to 14 days.

We calculate the infectious radius ri,t+1 as follows:

ri,t+1 = ri + Dmax ∗ λα (1)

where Dmax is the maximum physical distance between
agent i and other agents that may receive the infection
from i; its value is determined based on the social dis-
tancing risk level as shown in Table 2.
Additionally, the status of an infected agent (I) can be
changed to recovered (R) when it: a) spends the average
duration of recovery γ and remains immune from then
on (in this paper, γ = 14 days), or b) is removed from
the simulation by the user.

Modeling Protective Measures

Social distancing and self-isolation are the most common
effective protective measures in mitigating the spread of
a virus. We distinguish three levels of risk scenarios:
high-, medium-, and low-risk social distancing scenarios.
The main parameters that describe social distancing are
as follows:

• Physical distance D: the distance between the cen-
ters of any two agents (in meters). If the distance
is less than the sum of the radii of the two agents,
they overlap; this overlap is used as an expression
of touching between individuals, which may include
shaking hands, kissing, and sneezing on each other.

• Duration of contact τ : the time (in minutes) spent
by any two agents in contact with each other. The
probability of transmission increases for longer con-
tact times with an infectious individual.

• Grouping G: the gathering of two or more agents
interacting with each other (Abadeer and Gorlatch
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2019). By default, the distance between each of the
two agents in a group is initialized as 0.5m. The
group can be stationary or moving.

To mitigate the virus’ spread, the following key social
distancing parameters need to be controlled: physical
distance, contact time, and the number of individuals
per group. We classify these social distancing param-
eters into three risk levels (high, medium, and low) as
shown in Table 2.

Table 2: Risk levels of social distancing parameters.

Parameter Social distancing risk-levels
High Medium Low

D (meters) 0.5 – 1 1.1 – 2 2.1 – 3
τ (minutes) 15 5 2
G (members/group) 5 3 –

Each risk level α is represented by a value that is empir-
ically estimated. The values are: α = 1 for representing
high-risk level; α = 2 for representing medium-risk level;
α = 3 for representing low-risk level. The higher is the
value of α, the shorter is the infectious radius ri,t+1.
Another important protective measure is self-isolation
(or self-quarantine), where people who have been ex-
posed to the COVID-19 isolate themselves for the rec-
ommended time (usually 14 days) in order to determine
whether they have been infected by the virus and be-
come contagious (Laurel Wamsley 2020).
We implement self-isolation as a user-defined percentage
of the infected agents to be removed from the simula-
tion at each time step t. The number of infected agents
that can be isolated, denoted by isolation number qn, is
calculated as follows:

qn = qpercent × IT otal
t (2)

where qpercent is the self-isolation percentage of infected
agents entered by the user, and IT otal

i is the number of
infected agents at time t. The calculated number qn of
infected agents is excluded from the simulation.

EXPERIMENTAL EVALUATION

The Vadere framework represents buildings as Virtual
Environments (VEs) in a 2D plane. These VEs were
developed with comprehensive work and mobility data,
and they provide a practical representation at the in-
dividual level of respective populations. We use the
best available data from the European Green Capi-
tals (Stadt Muenster 2020a) and the city of Muenster
website (Stadt Muenster 2020b).
To represent the geographic map of the city of Muenster,
Germany as a virtual environment, we use the graph li-
brary GraphStream (Pigné et al. 2008) that translates
buildings into nodes and roads into edges. At the nodes,

we create the public buildings with the enrollment num-
bers as VEs to capture the movements and contact be-
haviors of individuals on a daily basis.
The approximately 300, 000 inhabitants of Muen-
ster (Stadt Muenster 2020b) are simulated in differ-
ent VEs and include: the University of Muenster with
45,000 students, 19 schools with 57,000 pupils with 20
to 30 pupils per classroom, 50 working places with al-
together 159,000 employers, 16 worship places with 200
to 400 people per church, and 15 central places such
as malls with 500 to 1500 people per mall. These VEs
include a complex structure of rooms with doors and
corridors, and our task is to study how VEs can facili-
tate the virus transmission.
The population of Muenster is divided into three classes
(susceptible, infected, and removed) that change over
time. Susceptible agents may get infected by infectious
agents, while removed agents are agents that have re-
covered, are isolated or dead because of virus.

Values/Assumptions of Simulation Parameters

Fig. 3 plots exemplary the measured daily infection
numbers in Muenster from the first reported case (on 1
March, 2020) until day 50 (on 19 April, 2020), obtained
from (Bezirksregierung Münster 2020).

Figure 3: Daily infection numbers in Muenster.

We use the logarithmic scale for obtaining a growth rate
for non-linear functions. A typical example is the infec-
tion rate (λ) of a disease (Scalia Tomba 2010). Natural
logarithmic scale is preferred as model’s parameters on
this scale are directly interpreted as approximate pro-
portional differences. E.g., with coefficient λ = 0.4, a
difference of 1 in the x-axis corresponds to a difference
≈ 40% in the y-axis (Gelman and Hill 2006).
Fig. 4 shows the estimate of the infection rate λ by using
the natural logarithmic scale of the actual cumulative
infected numbers at the y-axis. We observe a change
in the rate after day 20, so we use the least-squares
fitting to the observed initial growth phase (from day 0
to 20). The fitted line increases by about 1 step in the
y-axis every 2.5 days (the x-axis is in days), or about
1/2.5 per day, giving an infection rate of 0.4 per day
(40%). Therefore, we obtain the estimated slope value
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as follows:
y = 0.4003x − 0.6631 (3)

where the coefficient of x is the slope value that is a
direct indication to the infection rate.

Figure 4: Natural logarithmic curve fitting to estimate
the infection rate for Muenster, Germany.

To assess the quality of our fitting, we use the coefficient
of determination R2 from statistics. A measurement
value of 1.0 indicates a perfect fit. The R2 value of
our fit is given by R2 = 0.96 that confirms that our
estimation is correct.
We use the basic reproduction number R0, which is a
critical parameter that depends on the infection rate.
It is the average number of people who catch a disease
from a contagious individual; the higher the R0 value,
the higher the contagion. For example, the reproduc-
tion R0 of 7 indicates that each person with the disease
transmits it to 7 other people. When R0 > 1, the num-
ber of cases increases; when R0 < 1, the number will
decrease. The environmental conditions and behavior
of the affected population have an impact on the value
of R0 (Delamater et al. 2019).
The reproduction number R0 is calculated as fol-
lows (Gelman and Hill 2006):

R0 = 1 + λP (4)

where λ is the infection rate; P is the average infec-
tious period during which an individual can transmit
the infection to others. Since the estimation of the in-
fectious period does not always include hospitalization
or isolation, possible estimates of the infectious period
may vary widely from 2 to 14 days (Böhmer et al. 2020,
Sanche et al. 2020). We assign P the value of 5 days as
an assumption at the beginning of our simulations. The
initial infection rate λ value of 0.4 (estimated in Fig. 4)
is used in Eq. (4) to model the probability of COVID-19
transmission from infectious individuals to susceptible
individuals. Therefore, the estimated value of R0 is 3
within the first 20 days of the epidemic in the city of
Muenster, Germany.
Another important parameter is the effective reproduc-
tive number R(t)eff

0 , calculated at each time step t by

tracking each agent that is currently contagious, count-
ing how many of them have infected others so far, and
estimating how many of them will infect others in total
based on the duration of the analyzed period, and then
averaging those numbers to obtain Save multiplied by
the basic reproduction number R0.

The effective reproductive number R(t)eff
0 is computed:

R(t)eff
0 = R0 × Save (5)

where R0 is the basic reproductive number; Save is the
average of the secondary infected agents by each infec-
tious agent.

Simulation Scenarios and Results

In our extensive experiments, we simulate the spreading
of the virus in 40 scenarios, from the worst to the best,
based on how the guidelines of the protective measures
are followed by the population. The worst scenario is
that the virus spreads rapidly, since 90% of the popula-
tion does not follow social distancing rules, no infected
cases are isolated, and schools are fully operational. In
the best scenario, 90% of the population apply social
distancing rules, about 90% of infected cases are iso-
lated, and schools are completely closed. At the end of
each scenario, 150 days after the first infected case was
identified, we assess the reproduction number as an indi-
cation of the spread of the epidemic. The scenarios with
a result of R(t)eff

0 < 1 can be obviously recommended to
mitigate the spread of the virus among the population.

Tables 3 and 4 summarize the scenarios of high-, and
medium-risk social distancing.

Table 3: High-risk social distancing scenarios.

Social distancing Self- School
R(t)eff

0High-risk isolation closures
10% 0% 0% 3.00
20% 0% 0% 2.92
30% 0% 0% 2.89
40% 0% 0% 2.81
50% 0% 0% 2.74
60% 0% 0% 2.67
70% 0% 0% 2.55
80% 0% 0% 2.49
90% 0% 0% 2.41
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Table 4: Medium-risk social distancing scenarios.

Social distancing Self- School
R(t)eff

0Medium-risk isolation closures
10% 0% 0% 2.38
20% 0% 0% 2.30
30% 0% 0% 2.23
40% 0% 0% 2.18
50% 0% 0% 2.11
60% 0% 0% 2.07
70% 0% 0% 2.01
80% 0% 0% 1.97
90% 0% 0% 1.94

Fig.5 shows the high-risk social distancing scenario’s re-
sults for the city of Muenster, Germany. We represent
the scenarios in different percentages of the population
following the social distancing guidelines (from 10% to
90%). In the high-risk social distancing scenario, the
physical distance between people ranges from 0.5m to
1m for 15 minutes of contact time, and agents are walk-
ing in groups of 5 members. We observe in Fig.5 as a re-
sult, that 34 days after the first infection, approximately
37, 680 people are infected when 90% of the population
are following the high-risk social distancing guidelines.

Figure 5: Epidemic curve for high-risk scenarios.

Fig.6 shows our experimental findings for the medium-
risk social distancing scenarios. In the medium-risk so-
cial distancing scenario, the physical distance between
people ranges from 1.1m to 2m for 5 minutes of contact
time, and agents are walking in groups of 3 members.
The result is that the number of infections decreased to
16, 094 on the 34th day when 90% of the population are
following the medium-risk social distancing.

Figure 6: Epidemic curve for medium-risk scenarios.

Fig.7 shows the outcomes of the low-risk scenarios shown
in Tables 5 when the percentage of the population fol-
lowing those guidelines increases from 10% to 90%. We
observe that when 90% of the population is participat-
ing in the low-risk scenario, the number of infections is
reduced to 5280 on the 34th day.

Figure 7: Epidemic curve for low-risk scenarios.

Table 5: Low-risk social distancing scenarios.

Social distancing Self- School
R(t)eff

0Low-risk isolation closures
10% 0% 0% 2.30
20% 0% 0% 2.21
30% 0% 0% 2.15
40% 0% 0% 1.96
50% 0% 0% 1.91
60% 0% 0% 1.82
70% 0% 0% 1.75
80% 0% 0% 1.65
90% 0% 0% 1.50

We observe that, although the low-risk scenarios are ef-
fective in reducing the number of infected cases, they
alone are not able to delay the peak of infection for
more than 34 days after the first case was identified.
We simulate the scenarios of self-isolation of the infected
individuals as a single protective measure, without ap-
plying social distancing to the population, in order to
explore its effectiveness in reducing the spread of the
virus, as shown in Table 6.
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Table 6: Self-isolation simulation scenarios.

Social Self- School
R(t)eff

0distancing isolation closures
0% 10% 0% 2.26
0% 20% 0% 2.13
0% 30% 0% 2.04
0% 40% 0% 1.99
0% 50% 0% 1.93
0% 60% 0% 1.82
0% 70% 0% 1.71
0% 80% 0% 1.69
0% 90% 0% 1.66

Fig.8 shows the results when self-isolation is practiced
by 10% to 90% of the population. We observe that self-
isolation can delay the infections peak by about 5 to
10 days for every 10% increase in the fraction of the
population applying self-isolation. Self-isolation at 90%
is effective in reducing the peak to about 5320 people
and prolonging the epidemic curve. However, it is not
enough alone to mitigate the epidemic.

Figure 8: Effect of self-isolation from 10% to 90%.

Table 7 summarizes the combinations of the best sce-
narios from low-risk social distancing and self-isolation.
We observe that combined protective measures and the
highest degree of compliance achieve the highest reduc-
tion in the rate of infection and a delay of the peak.

Table 7: Combination of low-risk social distancing and
self-isolation simulation scenarios.

Social distancing Self- School
R(t)eff

0Low-risk isolation closures
90% 90% 0% 1.08
90% 90% 50% 0.91
90% 90% 100% 0.51

Fig.9 shows that applying low-risk social distancing and
self-isolation to 90% of the population is effective in re-
ducing the peak to 2100 cases.
In real life, schools in Muenster were closed on the 43rd
day after the first case of infection (on March 1, 2020)

Figure 9: Effect of the school closures.

was identified (Alles Muenster 2020, Bezirksregierung
Münster 2020). We simulate the school closure in three
practical scenarios, where 0% indicates full attendance,
50% indicates that half of the students attend school in
the morning shift, and 100% indicates full school closure
(no students attending), compared to the real epidemic
curve for Muenster as shown in Fig.9.
Fig.9 indicates that the actual infection curve in Muen-
ster is very close to the curve of the 100% school closure
scenario until day 58. After the schools were partially
reopened (after day 55), the number of infected cases
increased in the actual curve; this curve began to follow
the curve of the school closure at 50% scenario.
Additionally, we experiment with a 0% school closure
scenario and predict infections out to the 150th day.
Social distancing, self-isolation, and school closure to-
gether imply flattening the curve and slowing the spread
of the infection, but even small imperfections can pro-
long the spread for a while. In summary, the closure of
schools strengthens the effectiveness of social distancing.

CONCLUSION

In this paper, we introduce a novel infection transmis-
sion model, and we apply it to study the spread of the
recent COVID-19 epidemic. We create a new concept of
behaviors and implement it in the Vadere simulation
framework. The behavior concept is developed as a
model that describes the transmission of infection be-
tween agents based on pedestrian dynamics. Our model
is provided in the Susceptible-Infected-Recovered (SIR)
format, which intuitively describes the spread of an epi-
demic.
Our extensive experiments were conducted for the city of
Muenster, Germany with a population of approximately
300, 000 inhabitants. To initialize our simulations, we
estimate the infection rate of λ (infection frequency per
day) in Muenster city by 40% for the initial COVID-19
growth phase. This estimate is made by using the nat-
ural logarithm, which provides an almost linear relation
in logarithmic linear scale between a cumulative infected
case and time. This infection rate is used to estimate a
basic reproduction factor R0 of 3.
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The simulation experiments are conducted for high-,
medium- and low-risk social distancing scenarios in ad-
dition to self-isolation and school closure scenarios. Our
experimental results show that individual behavior is
essential in controlling the spread of COVID-19. Early
social distancing, self-isolation and school closure are
keys to fighting the COVID-19 epidemic. No single pro-
tective measure was shown to significantly reduce the
number of infections.
Our results show that social distancing is most effective
as a protective measure if it is applied with a high degree
of caution (i. e., at a low-risk level), and we show that the
more infectious is the disease, the greater is the need for
caution. The next effective measure is the self-isolation
of infected individuals.
We also create and simulate possible scenarios for ap-
plying school closure. Our results demonstrate that the
peak of the epidemic curve can be flattened by combin-
ing multiple protective measures at the same time. We
compare our simulation results of combined protective
measures with the real-life epidemic data for Muenster;
the comparison confirms the adequacy of our model.
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ABSTRACT

In this paper we present a framework for validating and
testing an agent-based model that includes determining
the appropriate number of runs to account for variation
in model runs, validating the model and showing that
the model can be used to learn about the system. To
demonstrate the framework we use a case study of an
agent-based model for the spread of infectious diseases.

INTRODUCTION

Agent-based models are a type of simulation that are
made up of agents that can interact with other agents
and with their environment. The actions of these agents
are determined by a set of probabilistic rules. Agent-
based models are typically stochastic due to the agent’s
abilities to make decisions and react to their environ-
ment and the state of the model. Because of this
stochasticity, each model run can produce different re-
sults. Additional variation in model results is often
caused by different initial conditions for each model run.
Thus agent-based model results are a distribution of pos-
sible outcomes of the system being modeled. This distri-
bution of results can lead to challenges in presenting the
model results and proving their validity and usefulness.
Agent-based models can have a number of different pur-
poses including prediction, description, and theoretical
exploration (Edmonds et al. 2019) and the different pur-
poses might necessitate changes in how validation and
testing a model is done. It is also necessary to tailor the
methods used for validation so that they fits with the
requirements for the results of the model. For exam-
ple looking at an average of a single statistic calculated
over the model runs versus looking at changes in agent
behaviour or looking at a distribution of statistics.

Here we present a framework for validating and testing
an agent-based model that is not limited to a specific
model purpose but is instead designed for a model where
the results are presented with a single statistic such as
an average, a percent of runs where an event occurs
or a threshold has been reached, or a single statistic

measuring the change in a model output. We start the
paper by discussing the existing literature on validating
and testing agent-based models and then present our
framework and illustrate each step of the framework via
an accompanying case study of validating and testing
agent-based models for infectious diseases.

BACKGROUND

A major advantage of using agent-based models is that
the approach allows for flexibility in terms of the simu-
lation design. However, once a model is created it does
not mean that the model is valid and producing accu-
rate results. There is no broadly accepted method to
validate agent-based model. This poses a major chal-
lenge to the field of agent-based modelling because if a
model is not properly validated, any results, especially
surprising results, that come from the model cannot be
trusted (Richiardi et al. 2006).

The stochasticity in an agent-based model leads to a
distribution of results across model runs; consequently,
a prerequisite to model validation and testing is to de-
cide on the representation of the distribution. Often an
aggregate statistic calculated across model runs is used,
for example an average across the runs or a percentage
of runs where a certain threshold has been reached.

In a review of agent-based models that calculated the
statistical power of the models (the power of a statistical
test is the probability that it correctly rejects a false
null hypothesis), Secchi and Seri (2017) find that the
majority of papers do not perform any estimations of the
robustness of the proposed model and most studies did
not have enough runs to account for the stochasticity in
the model. This could have an impact on the validity of
theses agent-based models. In developing our framework
we have included a process for selecting the number of
models runs necessary to calculate a statistic.

The ideal scenario for validating a model, is compar-
ing the model results to real data, but data is not al-
ways available. Thus other methods of validation need
to be used. Within the literature we have found two
other validation methods that are commonly used: (i)
cross-validation or comparing the results of the model
to a previously validated model (Rakowski et al. 2010a,
Skvortsov et al. 2007); and, (ii) showing that appropri-
ate decisions were made in creating the model and that
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small change in inputs do not disproportionately affect
the model (Apolloni et al. 2009, Xia et al. 2013). As a
result our model validation process covers all three of
these approaches; cross-validation, a sensitivity analy-
sis, and comparing the model results to real data.
The final stage in our framework is model testing. In
this paper we make a distinction between model vali-
dation and model testing. Validation shows that the
model results are trustworthy and that the model is ac-
curately simulating a system whereas testing shows that
the model can test a hypothesis or can add to the exist-
ing knowledge about the system being modelled. Both
are important in determining the usefulness of a model.
The following sections describe each step in the frame-
work in greater detail and discuss the application of each
step using a case study of an agent-based model for the
spread of measles in a town. For each model run, a dif-
ferent outbreak scenario (in terms of the population and
the initial infection vector being stochastically sampled)
is created, and to aggregate the data the main statis-
tic that we look at is the percent of runs that result
in a measles outbreak occurring in the town. Note that
model creation, validation, and testing is a detailed pro-
cess that requires a large amount of work and thus this
case study draws on research from a number of previous
papers: Hunter et al. (2018) and Hunter et al. (2020)
discuss validation, and Hunter and Kelleher (2020) dis-
cusses testing. However, this case study extends beyond
this prior work in terms of explaining the process used
to determine the appropriate number of runs necessary
for the model, and also situates the work in these papers
within the overarching validation and testing framework
proposed in this paper.

Stochasticity and Confidence Intervals: Selec-
tion of Number of Runs

We propose using the statistical concept of a confidence
interval as the basis for determining the number of runs
necessary to ensure the calculated statistic is represen-
tative of the distribution of outcomes the model is sam-
pling from. Confidence intervals relate the uncertainty
about the true value of a statistic (i.e., variability across
a number of samples the statistic is calculated over) with
the sample size used in the calculation of the value. The
relationship between these elements is that in general as
sample size increases the uncertainty relating to a sta-
tistical value decreases and this is reflected in the con-
fidence interval around the statistical value becoming
narrower. Confidence intervals provide an ideal basis for
determining the number of runs necessary for an agent-
based model: in this context, the sample size is number
of times the model has been run and so confidence in-
tervals relate the uncertainty relating to the value of a
statistic calculated over the model runs with the number
of model runs.
For a given model, our goal in using confidence intervals

is to find out how many runs of the model is typically
required in order for us to have a high confidence that
the statistic calculated over those runs is representative
of the true parameter of the distribution the model is
sampling from. The assumption we make in doing this
analysis is that if we determine the necessary number
of runs of a model for one model scenario (e.g., for one
population of agents, environmental, or intervention sce-
nario) then we can use the same number of runs of the
model to calculate the statistic in a different (but simi-
lar) scenario.
To do this we run the model on a scenario a pre-set
number of times: more than what would be expected
to account for the variability. Once the model is run
a given number of times, we take samples of increasing
sizes, the first sample contains the first 5 runs, the sec-
ond sample contains the first 10 runs, the third sample
contains the first 15 runs, until the final sample con-
tains all runs. For each sample we look at one main
output statistic and the size of the 95% confidence in-
terval around that statistic. By definition a confidence
interval is determined by both the sample size and the
variability in the sample: as the number of runs in the
sample increases the size of the confidence interval will
decrease. The formula for a confidence interval varies
based on the parameter being estimated: mean, pro-
portion, difference in mean or difference in proportion,
and the appropriate formula should be selected for the
model. In the Case Study section we give the formula
for the confidence interval for a single proportion and
demonstrate how it can be used to determine the ap-
propriate number of runs for a model.
The desired size of the confidence interval will vary
based on what is being measured but it should be suffi-
ciently small enough to provide enough confidence that
the aggregated statistic is close to the true population
parameter and that our results would not change sig-
nificantly if the model was run additional times. An
important benefit of using confidence intervals in this
way is that they naturally account for the complexity of
the distribution of the model, or in other words the cal-
culation of number of runs is dependent on the variation
of outcomes across the runs: the larger the variation in
model outcomes the more runs are required to meet the
confidence interval criterion.
We see determining the number of runs as an important
step in showing that the results of the initial model ac-
count for the stochasticity in the model. Additionally,
once the calculation for the number of runs for a given
model has been determined it is not necessary to do the
calculation again for each different scenario the model is
run on. For example, if a base model is created and the
model is run 500 times to determine that 200 runs are
needed to account for stochasticity, then when interven-
tions are added to the model or the model is ported to
an new society, each additional scenario will only need
to be run 200 times.
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Case Study: The design goal of our town agent-based
model was to simulate the spread of measles in a num-
ber of different Irish towns. In order to find the number
of runs necessary to find a stable result for the model
three towns with varying characteristics were initially
modelled. The three initial towns were Schull (popula-
tion 987, Area 17.03km2), Tramore (population 9,548,
Area 16.60km2) and Kenmare (population 2,912, Area
55.61km2). For each town we ran the model 1,000 times
keeping all factors besides those related to the town pop-
ulation, such as age specific vaccination rates, area or
town layout, constant.
In this case study, the target statistic we were examining
with the model was the percent of runs that led to a
measles outbreak occurring in the town. To define the
outbreak condition for a run we used the World Health
Organization’s definition of a measles outbreak of two
or more linked cases of measles. As the outbreaks in the
model are affected by the actions of the infected agents
not all runs lead to an outbreak and the percent of runs
that did lead to an outbreak was found to vary between
towns in the model.
In order to find the appropriate number of runs for this
model we divided the runs for each town into different
samples, the first sample containing the first 5 runs, the
second sample containing the first 10 runs, and so on
until all the runs are included in at least one sample.
Then for each sample we calculated the target statistic
and the 95% confidence interval for the statistic given
the sample. As the statistic was a percent or propor-
tion, the formula used is that for the confidence interval
around a single proportion. The equation is presented in
Equation (1) where p̂ is the proportion, n is the sample
size and z is the z statistic for the appropriate confidence
level. For our agent-based model, p̂ is the proportion of
runs that lead to an outbreak, n is the number of runs
and z is 1.96 which creates a 95% confidence interval.

p̂± z ∗
√

p̂(1− p̂)

n
(1)

Table 1 shows selected values of the statistics and confi-
dence intervals for different sample sizes from the 1,000
model runs. From Table 1 it can be seen that the size
of the confidence interval decreases as the size of the
sample increases.
Looking at the size of the confidence intervals, the length
of the 95% confidence interval for all three towns is ap-
proximately 10% when the sample size is 300 runs.
The confidence interval for 300 runs of Kenmare has a
length of 9.5%; the confidence interval for 300 runs of
Schull has a length of 10.8% and the confidence inter-
val for Tramore has a length of 10.2%. Therefore, we
determined the 300 runs was an appropriate number of
runs for this town model when calculating this statis-
tic. Using 1,000 runs instead of 300 we cut the length
of the confidence interval down to 5%, however, we de-
cided that decreasing the size of the confidence intervals

Table 1: Percent of Runs Leading to an Outbreak and
Confidence Intervals

Town Sample Size Percent Confidence Interval
Kenmare 5 80.0 (44.9 115.1)

300 77.6 (72.9 82.4)
1000 77.4 (74.8 80.0)

Schull 5 100.0 (100.0 100.0)
300 65.0 (59.6 70.4)

1000 66.6 (63.7 69.5)

Tramore 5 40.0 (-2.9 82.9)
300 72.0 (66.9 77.1)

1000 70.0 (67.2 72.8)

by 5% with an extra 700 runs was not worth the time
and computing power required.
While a 95% confidence interval is a standard selection
for confidence intervals and can be used for any model,
the confidence interval length of 10% is model specific.
It is selected here due to the use of percents as a statistic
and the magnitudes of the percents, however, for other
models or different statistics a smaller or larger confi-
dence interval might be better suited. The advantage of
using confidence intervals in this way is that they can
be applied to any agent-based model to determine the
appropriate number of runs for that particular model.
That is why we believe that this method is a useful ap-
proach to make informed decisions on the number of
runs to use for an agent-based model in a given domain.

Model Validation

The next step in our framework is the validation step.
Once we are sure that our results are statistically robust,
its necessary check that the model is producing the ex-
pected results and capturing the desired dynamics.
There are three parts to our validation framework: cross
validation, sensitivity analysis and finally comparing to
real data. While we think that all three are important in
validating a model, in some scenarios all three might not
be necessary or possible. For example, real data to com-
pare the model results to might not be available. The
following sections describe each part of the validation
framework in more detail.

Cross Validation

We first consider cross validation: using the results of
another previously validated model as a baseline for
the agent-based model results. Here the outputs of
the agent-based model are compared against the out-
puts of the previously validated model. If this com-
parison shows that the outputs of the two models are
similar then this cross-validation provides evidence that
the agent-based model is producing the overall general
dynamics that would be expected in the type of system
being modelled. This is important to show especially
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in the case of a model simulating something such as an
infectious disease outbreak where the dynamics are well
known. If the new model does not produce the expected
dynamics then the model should not be validated. If
the model does produce the expected dynamics then the
modeler can move on to the next step in the validation
framework.

Case Study: In infectious disease modelling the most
commonly accepted and used model type are SEIR (sus-
ceptible, exposed, infected, recovered) models which
have been shown to capture the macro level dynamics of
an outbreak. Consequently, for our work an SEIR model
was a natural choice to cross-validate the agent-based
model. If a simple version of the agent-based model was
able to emulate the general dynamics of an SEIR model
of the same domain it could be concluded that the basic
dynamics of the model are working correctly and that
complexity can be added to the model. In the town
model, to compare the agent-based model to the SEIR
model both models were run with an entirely suscepti-
ble population. Figure 1 shows the results for the SEIR
model and 10 runs of the agent-based model. Although
they do not produce exactly the same results, the figure
shows that the two models follow the same dynamics:
for example, in both cases the peak of the exposed is
before the peak of the infected and the exposed peak
is higher. Our agent-based model of infectious diseases
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Figure 1: Cross Validation Comparing a SEIR Model
to an Agent-Based Model (Black Plots are the SEIR

Model)

was used to analyse disease dynamics at two geographic
scales: at the individual town level, and at region level.
Although the town level version of our model was cross-
validated against an SEIR model, to cross-validate the
region level model we used the town agent-based model.
To do this, outbreaks in the individual isolated towns
were compared to the outbreaks in the towns where
commuting to other towns was allowed but no agents
who lived outside the town were included and also to
simulated outbreaks in the town when the towns were
connected in a larger network of towns that make up
a region. Table 2 shows results previously presented in
Hunter et al. (2020) that were used to cross validate the

county model with the town model. While the results
for the isolated town and the town within a county were
not identical, the results for the county model are be-
tween the isolated and commuting town model results
which we interpret as showing that the outbreaks within
a town were somewhat stable when the town becomes
part of a network but that commuting and interacting
with other agents outside of the town had an effect on
the results.

Table 2: Cross Validation from Hunter et al. (2020)

Model Manorhamilton Kinlough
Town Model 66.3 (61.0, 71.7) 48.0 (42.3, 53.7)
Town Commuting 41.0 (35.4, 46.6) 32.0 (26.7, 27.3)
County Model 52.7 (47.0, 58.3) 42.5 (36.1, 47.2)

The fact that the town agent-based model is cross-
validated with an SEIR model, and that the region
agent-based model is cross-validated with the town
agent-based model, demonstrates the potential flexibil-
ity of the cross-validation approach in terms of defining
the baseline model that validation is carried out against.

Sensitivity Analysis

After cross validation is completed it may be necessary
to consider a sensitivity analysis. Although sensitivity
analysis is often done to analyze how stochasticity af-
fects the variability of results (Raimbault et al. 2019),
here we use a sensitivity analysis as a method to de-
termine if the response of the model to changes in its
parameters is appropriate. To do this it is important to
determine what parameters should be investigated and
what range of those parameters should be used in the
analysis. Determining which parameters to vary and
what range of values to use during sensitivity analysis
is done on the basis of domain theory. For example, in
the field of infectious diseases we would expect that as
the vaccination rate for a disease in a population drops
the number of infected people in a simulation of an out-
break within that population should generally increase.
As we will discuss below in the case study, this type of
domain information provides a basis for designing sen-
sitivity analysis tests for a model. If as the values of
the parameters are changed something unexpected oc-
curs in the model results, the results should be investi-
gated to determine why the model is not behaving as the
system being modeled is expected to. In doing a sensi-
tivity analysis it is important to test the extremes that
might not be likely to occur but where the model might
break down. While in most cases a sensitivity analysis is
important in validating the model, the requirement for
sensitivity analysis of a model does not always hold, for
example if a model is being scaled up from a previously
validated model and no new parameters are added.
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Case Study: The parameter selected to show in the
case study for sensitivity analysis is the vaccination rates
of the agents. The parameter was selected as it is a pa-
rameters that there are strong expectation with regards
to how the model results should change as the parame-
ter changed. Table 3 shows results for three vaccination
scenarios which shows that the average number of in-
fected agents across model runs and the number of runs
leading to an outbreak decrease as the immunity level in
the population increases. As the expected patterns were
observed when changing vaccination rates this helps to
show that the model is valid.

Table 3: Sensitivity Analysis from Hunter et al. (2018)

Immunity Level Average Infected Percent Outbreaks
No Immunity 726.7 94
All Immune 1.0 0
Herd Immunity 3.3 52

Comparison to Data

The last step in validation process is comparing the re-
sults of the model to real data. When comparing the
results of the model to data it is essential to understand
that when run multiple times each run of an agent-based
model simulates a different possible scenario and the ma-
jority of runs will not predict the exact data. For the
case of an infectious disease model, the type of data typ-
ically used for this comparison are previous outbreaks of
a disease in a population. The course of an infectious
disease outbreak depends on a number of factors, in-
cluding who the initially infected individual was and the
decisions of that individual about staying home when
sick or going out to potentially infect others, and the
attributes of the other agents the infected agent comes
into contact with such as their vaccination status. Thus
when comparing to real data, we want to make sure that
the distribution of outcomes generated by the model is
such that the real data could be considered a likely sam-
ple from the distribution.

Case Study: The actual steps in the comparison to
real data will be determined by the domain of the model
and the data available but here we compared the results
from a simulated measles outbreak in the town of Schull
in Ireland, to a real outbreak in Schull in 2012. While
in the other analyses for the town model the percent
of runs that lead to an outbreak was the main statistic
that was studied, when comparing to a real outbreak
we needed to consider other ways to compare our model
results to the real outbreak data.
One measure to look at was the total number infected
in the outbreak which was compared to the number of
infected agents in the model. As the agent-based model
produces a distribution of runs each driven by a differ-
ent outbreak scenario, we did not expect to have every

model run produce the exact number of infected in the
real outbreak. Instead we expected the real number to
be in the range of model results, to determine if this was
the case for the town model, we checked if the real data
was within the interquartile range of the model result.
As it was, we showed that the real outbreak is one of
the possible scenarios simulated in the model.

Model Testing

The final step in the model validation and testing pro-
cess is testing the model. A model is only useful if it can
help us learn something that we did not already know
about the system. Thus it is important as a final step
of the modelling process to determine if the model is
able to do that. Similar to the comparison to data the
model testing can be domain specific but should show
some aspect of how a model can be ported to differ-
ent scenarios, for example different populations, or how
changing different inputs to the model or agent actions
might influence the system.

Case Study: The county model was tested by looking
at the role of the centrality of a town in the spread of
an outbreak (Hunter et al. 2020) and also through us-
ing the knowledge gained from the centrality analysis to
implement a school closure intervention. School closure
strategies are often questioned in their effectiveness in
mitigating an outbreak especially with their high social
and economic cost. The county model tests a school
closure strategy that used the knowledge of a town’s
place in a network of towns to decide which schools to
close based on distance to the town where the outbreak
starts and the centrality of the towns in the county’s
commuting network. The study showed that closing the
schools in the town where the outbreak starts and the
highest centrality town in the commuting network had
a mitigating effect on the outbreak (Hunter and Kelle-
her 2020). This allowed us to conclude that not only is
the model working as we expect it should but that it is
a useful model that can help us to learn about the sys-
tem being modelled which can aid in planning for future
outbreaks.

CONCLUSION

A framework for model validation and testing is impor-
tant when creating a model to show that the results can
be used for accurate predictions. If agent-based models
are to be routinely used as policy tools a consistent val-
idation method should be determined. Without such a
method it may be difficult to distinguish a model that
will provide accurate results for a given population from
a model that will not. However, there is no set frame-
work in the literature. In this paper we presented a
framework that can be applied to agent-based models,
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and used an agent-based model for the spread of infec-
tious diseases as a case study. While the framework was
developed in validating the model for infectious disease
spread it contains methods that will be useful to mod-
els in other domains. The framework is multi-step and
involves determining the number of runs that are neces-
sary to make sure that the model results are representa-
tive, validating the model through cross-validation, sen-
sitivity analysis and comparing the model to real data if
possible, and finally testing that the model can provide
useful results.
What we have proposed is a validation and testing
framework that can be adjusted to better suit a given
model. The framework was created for an agent-based
model for the spread of infectious diseases the primary
purpose of which was explanation or description, and
the framework is most applicable to other models de-
signed for similar purposes. We believe, however, that
our framework is a useful starting point for an agent-
based modeller to help determine the appropriate pro-
cess for model validation even if the model does not fit
into the same categories as the models used as an exam-
ple here. Determining the number of runs that should
be done taking into account the variability in the model
is essential in providing results that can be trusted and
the method using the size of the confidence interval and
the stability of the model results presented here can be
used for many other types of agent-based models. While
it might not be possible to present a multi-step valida-
tion process for every model, as we do here, using at
least one of the steps should help provide some proof
of model validation. Finally, a model should only be
created if we can learn something from it to increase
our knowledge of the system which is why the final step
in our framework is testing the model. For instance, if
the model is designed to predict a phenomenon first it
should be shown that the predictions are valid and then
the final step should show that we are able to learn more
about the system using the model.
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Universidad de Valencia

email: miguel.arevalillo@uv.es
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ABSTRACT

In this work, we present an experimental study
that aims to explore the potential application of
Hidden Markov Models (HMM) to predict the state
of concentration of learners. The features used for
the prediction are extracted from 4 commonly used
physiological signals. Previous works that pointed how
emotion translates into different physiological responses
from one subject to another have motivated the study
of intra-subject learner models. Thus in this work both
inter-subjects and intra-subjects approaches have been
evaluated. To this end, we have built a labelled dataset
from an intensive data capture on 2 different subjects
that developed different learning tasks across several
sessions. Results are consistent across users and show
that a high accuracy can be achieved when using HMM-
based intra-subject models, but inter-subject models fail
at the same task.

INTRODUCTION

There are strong evidences coming from previous
research that emotions have an important effect on the
student’s engagement and motivation, and consequently
influence learning outcomes (Pardos et al. 2014, Pekrun
et al. 2010). Engaged concentration is a state
of engagement with a task such that concentration
is intense, attention is focused, and involvement
is complete. Thus, an effective detection of the
concentration state over time is a crucial task for
adaptive learning systems that aim to take proper
actions in order to improve the student’s engagement.

A main issue confronted in this research area is how
to improve the recognition performance. Related works
show two different approaches to tackle the modelling
of affective and cognitive states, inter-subject and intra-
subject modelling approaches. Subject-independent
(inter-subject) approaches focus on the affective state
and build a global model by treating data from different
subjects as if they all belonged to the same individual.
However, the performance of physiological data-driven

models are limited to the poor generalisation of
the signals at reflecting emotional information across
subjects. Indeed, studies reveal that the same stimulus
can elicit different emotions and the same elicited
emotion translates into different physiological responses
from one subject to another, (Hajlaoui et al. 2018).
So, to deal with this problem other works produce
an intra-subject model, which simultaneously considers
the affective/mental state and the subject, and only
use training data coming from the same targeted
subject they try to predict on. Despite there are
some works that reflect relatively high prediction rates
obtained with the first approach, inter-subject e.g.
(Ayesh et al. 2014, Salmeron-Majadas et al. 2015),
the benefits of the latter have recently been proved in
(Arevalillo-Herráez et al. 2019, Arnau-Gonzalez et al.
2020), showing that the subject-dependent component
in Electroencephalography (EEG) signals is far stronger
than the emotion-related component.

In this work, we study the performance of both
inter-subject and intra-subject approaches at detecting
concentration in an educational scenario, by using
Hidden Markov Models (HMM) that are trained with
physiological data. To this end, we run a data collection
experience in which we captured a set of physiological
signals that were already identified in (Uria-rivas et al.
2019) as valuable information to identify changes in the
subject’s mental state. The data collected was labelled
offline by a set of independent experts, who identified
the concentration state by using both synchronised
video and audio recordings and personal one-to-one
interviews with the subjects to verify and improve the
labelling, as described in (Saneiro et al. 2014).

The results reveal that the concentration state can
be accurately modelled by a multimodal HMM built
from the physiological signals, but only when an intra-
subject model is adopted. The results presented remark
on the necessity to model each subject individually,
unlike other related works which only focus on inter-
subject user modelling. The large difference in detection
accuracy between the two types of models suggests
that more effort should be placed on the development
of intra-subject models, in contrast to inter-subject
models that fail to capture subject traits related to how
physiological signals are affected by cognitive or affecti-
ve states at an individual level.
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RELATED WORK

Different approaches are applied in detection of
concentration, namely sensor-free approaches, based
on visual information approaches and based on
physiological data approaches.
With regard to sensor-free approaches, one method to
detect the students’ affect based on their interactions
with an online learning system was proposed in (Baker
et al. 2012). Similar approaches have been presented
in other more recent works like (Botelho et al. 2017),
(Arevalillo-Herráez et al. 2017) and (Cunha-Perez et al.
2018), but the accuracy achieved has not significantly
improved the value reported in (Baker et al. 2012).
As concerns visual sources of information, they have
the advantage that some indicators are valid across
subjects. Ekman’s (Ekman 1997) research relates
emotions with facial muscle activation. This enables
the use of inter-subject models that are valid across
the entire population, without significantly degrading
performance. A variety of combinations of machine
learning techniques and metrics from an eye-tracking
system were attempted in (Nizetha Daniel et al. 2017).
However, they disregarded both the context and the
subject traits, e.g. distractions caused by environmental
elements not related to the course content. In (Krithika
and Lakshmi Priya 2016), concentration detection was
based on a continuous monitoring of the learner’s head
rotation, eyelid opening, and visual focus on the content.
A similar approach was also followed in (Sharma et al.
2019), combining information about eyes and head
movements with facial expressions. Results revealed
that the proposed system was unable to deal with the
problem of face occlusion.
There are also some previous works that apply
physiological sensors to detect concentration of learners.
These methods are usually more intrusive than the
ones in the visual category and require more expensive
equipment. However, they are able to provide
complementary data that can be used to enrich the
information coming from visual sources and potentially
increase the accuracy rate. In general, the existing
literature suggests that methods based on physiological
signals are generally less accurate. For example, the
study in (Hsu et al. 2012) included a webcam, a
heartbeat sensor, and a blood oxygen sensor. EEG
signals are used to determine whether students were
attentive or inattentive in (Liu et al. 2013). In a similar
way, EEG sensors were used in (Kosmyna and Maes
2019) to directly calculate an engagement index through
the value of the neural oscillations provided by the
sensors.
Nevertheless, we argue that the lower accuracy obtained
with physiological signals is actually due to the higher
influence of subjects traits on the way this type of
signals are affected by cognitive or affective states. Most
previous works on subject’s concentration detection

have generally followed an inter-subject approach, which
is inappropriate because of the intrinsic nature of
physiological signals. In this paper, we show that even
using some of the most simple and easily acquirable
physiological signals we may reach an accuracy of the
same order as visual methods, provided that subjects
are modelled in an individual way.

EMPIRICAL RESULTS

Data collection

In order to verify that our methodology provides an
added value in a practical setting, data collection took
place in a real school, while students interacted with a
series of learning tasks. The experience was repeated
for 2 different users U = {u1, u2}, who previously had
signed a consent form.
The student interaction was recorded in video, within a
framework that supports tracking and labelling from a
single-subject experiment, including on site and offline
data labelling (Santos et al. 2016). At the same
time, we used the Physiological Acquisition Shield
(PhyAS) described in (Uria-rivas et al. 2019) connected
to an Arduino Uno to capture 4 simple but effective
physiological signals at a rate of 10Hz: heart rate, breath
rate, skin conductance and skin temperature.
In order to have enough information to build intra-
subject models, each student participated in 4 sessions,
each doing a different learning activity. The first two
sessions consisted of a series of maths exercises with an
increasing level of difficulty. The third session consisted
of a series of logic exercises that the student had to solve.
The fourth session was an oral test in a second language
(English), which consists of a voice baseline and two oral
activities with increasing level of difficulty.

Data labelling and data preparation

The video recordings were used to manually label the
data trough a flexible and detailed labelling approach
(Saneiro et al. 2014). Two different experts, one with
a psychology background and the other with over 6
year experience in affective computing, independently
labelled the dataset. They identified specific moments
in the video where the user seemed to have reached the
concentration state and used the application described
in (Santos et al. 2016) to mark the time where they
believed the peak was. After labelling, a validation
meeting was held with each participant, correcting the
labelling where appropriate.
As it happens with most other mental states,
concentration does not happen all of a sudden. We
hence can reasonably assume concentration on a time
frame of 5 seconds previous to the identified peaks.
Based on this hypothesis, we took each time mark
reported as a concentration peak by the experts and
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isolated the physiological measurements of the 5 seconds
previous to it. This yielded a matrix of size 4 ×
50 (4 physiological signals × 50 measurements per
signal) for each concentration label reported, containing
information about how the signals evolved until the
concentration peak was reached. We call each of these
matrices a concentrated sample. In order to generate
non-concentrated samples, we discarded the first second
of the physiological signals and chose 5 second disjoint
slots that were at least two minute apart from any
identified concentration peak. We also guaranteed a
minimum of a 5 second separation space between any
two non-concentrated samples.

Experiments

In order to analyze the validity of intra-subject
and inter-subject models to predict concentration, we
devised 3 experiments, which were repeated for the 2
users in U . In the first two experiments, we used two
sets of samples S+ and S−, whose elements differed
on whether they met a certain criterion C. We then
applied a 5-fold cross-validation scheme based on the
elements in S+. For each fold, we used 80% of the
samples in S+ to train a HMM model. Once the model
θ was built, we computed the probability p(X|θ) for
each sample in the test set, which was composed of
the remaining 20% of the samples in S+ and all the
samples in S−. The scores produced for each sample in
the test set were hence related to the probability that
the sample met the specified criterion C. In order to
evaluate the effectiveness of the model to discriminate
samples according to whether they met the criterion C,
the results from the 5-folds were used together to build
a ROC curve and compute typical accuracy indicators:
the Area Under the ROC Curve (AUC) and the Equal
Error Rate (EER). Fig. 1 includes: a) the ROC curve
for the three experiments; b) a table with the number
of training test samples used in each case and c) a table
with the numeric results.
In the first experiment, we aimed to test whether the
information contained in the physiological signals of an
individual can be used to train a HMM model that is
able to detect when the subject is concentrated from
an unseen sample of the signals. We repeated the
experiment for each subject ui, focusing on samples from
the same subject and defining the criterion C as whether
the sample was labelled as concentrated. In this case,
S+ was composed of all concentrated samples for ui and
S− contained all non-concentrated samples for the same
individual. Thus, in this experiment the model was fit
by taking 80% of the concentrated samples from one
subject and tested against a set that contained both
concentrated and non-concentrated samples of the same
subject. For each testing sample X, the probability
p(X|θ) was used as a prediction of whether the user was
concentrated. Results in Fig. 1.b show that the lowest

AUC corresponds to the second subject and it is still
quite promising. An average AUC=0.84 suggests that
concentration can be predicted in a relatively accurate
way when the model has been trained with labelled data
from the same subject.
In the second experiment, we studied whether subjects
can be easily distinguished by how concentration
affects their physiological signals. This time, we
only considered concentrated samples and defined the
criterion C as whether the sample belongs to a given
user ui. Thus, S+ included all concentrated samples
for ui, and S− all concentrated samples for the other
subject (U − {ui}). The model was trained with
80% of the concentrated samples from a user ui and
tested against concentrated samples from all subjects.
For each testing sample X, the probability p(X|θ)
was used as a prediction score of whether the sample
belonged to the user ui. The high AUC and low
error rates obtained in all cases clearly indicate that
the way concentration reflects on the physiological
signals is subject-dependent, to such an extend that
from a concentrated sample we can accurately find out
which user the sample belongs to. Furthermore, the
relatively higher accuracy values obtained in this second
experiment as compared to the first one suggest that the
subject’s influence in the physiological signals is higher
than that caused by the mental state itself. This finding
motivated this third experiment, to test results when a
model is created by using data coming from subjects
other than the target.
Thus, in the third experiment we followed a slightly
different setting. For each user ui we run a single
validation experiment using all concentrated samples
from subject ui as training data. The test set was
then built using all concentrated and non-concentrated
samples from users in U − {ui}. Results were
assessed using the same measures as in the previous
two experiments. Thus, in this case the model was
trained with concentrated samples from all other users,
and tested against positive and negative samples from
user ui. Results reported are extremely closed to a
random classifier and reinforce the hypothesis that the
subject-related component of the physiological signals is
stronger than the concentration-related one.

Discussion of Results

HMM intra-subject models have shown to be extremely
powerful at detecting concentration. Results reported
in the first experiment are encouraging, and endorse
the use of HMM models in this context. Positive
results were consistently obtained for the 2 users despite
that the labeling methodology is not exempt from
potential mistakes. For example, and because data
was relatively scarce, all 5 second signal frames were
labelled as concentrated or non-concentrated, instead of
discarding frames where experts expressed doubts. We
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(a) ROC curves

Exp 1 Exp 2 Exp 3
User Train Test Train Test Train Test
1 32 398 32 153 8 398
2 44 616 44 141 11 352

(b) Experiments samples

Exp 1 Exp 2 Exp 3
User AUC ERR AUC ERR AUC ERR
1 0.80 0.20 0.90 0.13 0.51 0.49
2 0.88 0.17 0.97 0.18 0.50 0.47

Average 0.84 0.185 0.93 0.15 0.50 0.48

(c) Accuracy results

Figure 1: Results for the three experiments carried out. a) ROC curves for each experiment b) Number of total
training and test samples used within each experiment; c) Accuracy results for each experiment.

believe that improving the labelling methodology could
cause a further reduction of the EER and yield even
better results. Furthermore, the lack of enough positive
samples in the cross-validation experiments make the
ROC curves very jagged. Therefore, the improvement
in the labelling will also make the curves smother.
In addition, and thinking of practical settings, there
is still room for improvement by combining different
approaches, e.g. considering the scores in consecutive
signal frames and setting a threshold based of the
proportion of positive judgements on the last frames.

On the negative side, there are factors that limit the
applicability of the intra-subject approach. Apart from
the intrusiveness of the devices (something we have
been always trying to reduce to the minimum by using
smart bracelets and belts that measure physiological
signals), this presented method suffers from the intrinsic
difficulty of training a model with large amounts of data
from the same subject. First, this restriction makes
the approach not suitable to predict concentration on
previously unseen subjects. Second, intra-subject data
collection is generally time and effort-consuming. In our
case, we required a planned data collection experience
for each subject, which involved an average time of
42 minutes of user interaction, plus the data labelling
effort and validation meetings held with experts. In all
each user devoted to the experience one hour over four
consecutive day. This was meant to help the user feel
rested and avoid fatigue after every experience.

Joint observation of results from the first and second
experiment suggest that physiological signals are
modulated by both the subject and the mental state.

They also reveal that when we fix one of the variables,
we can accurately predict the other. However, results
from the third experiment support the idea that subject
traits have a larger contribution to the physiological
signal than the component related to the concentration
mental state. This is aligned with recent findings
for Electroencephalography (EEG) signals (Arevalillo-
Herráez et al. 2019), and discourages the use of inter-
subject approaches that aim to generate a single model
that is valid across the entire population.

CONCLUSSIONS AND FUTURE WORK

In this work, we have proved the success of intra-subject
HMM models at detecting concentration from a set of
physiological signals, and also shown the inability of
inter-subject models in this particular context.

Despite the positive results of this work, there are
still a number of ways to improve it. First, there
is a need to improve labelling methodologies, to be
able to work with mistake-free data that allows for a
better estimation of accuracy measures. Second, the
already available labels in the same data set can be
used to build predicting tools for other mental/affective
states. Third, despite the negative results at using
inter-subject models, we consider that they have to
be further explored using other alternatives such as
the subject-based normalization proposed in (Arevalillo-
Herráez et al. 2019) for EEG signals, and also a larger
dataset with more subjects involved.

In order to further study these aspects we have
started two new projects towards the development of
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affect-aware user-centered adaptive systems in realistic
educational scenarios. ITS-Math attempts to improve
the learning of word problem solving by using, in
between other data, the student’s personal cognitive and
affective characteristics as a solver. INT2AFF aims to
advance the methodological and practical developments
required to address the intertwine relationship between
the learner’s affective and cognitive states, as the centre
and the target of a multisensorial affect-aware user-
centred adaptive learning system, which considers the
given context in order to provide the most appropriate
response to a particular learner in a given situation.
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ABSTRACT 
 
In this paper we apply two stage machine learning process 
using convolutional neural network with a specific 
architecture called U-net. We present our novel approach to 
data set preparation in terms of minimalizing the time 
devoted to this process. We continue our previous works in 
this area and apply algorithm which is adjusted to recognize 
and segment blood vessels in fundus eye images. We 
demonstrate that our approach leads to accurate object 
recognition, and can be used on objects of various shapes. 
We also prove that it is not necessary to feed a neural 
network with information about localization of all pixels 
belonging to the object of interest. We state that just several 
points placed on objects of interest (OOI) is enough to train 
the network and gain accurate results. In case of separate 
objects (like bees colonies a single point per object suffices). 
In case of blood vessels recognition problem, we get good 
results with up to 20 pixels belonging to vessels up to 20  
background pixels to achieve accurately segmented objects 
of interest. In order to achieve the goal we propose two-stage 
machine learning algorithm, with a novel approach to 
training data generation process. We present results of our 
approach and prove that it leads to accurate results. 
 
INTRODUCTION 

 
When considering machine learning algorithm one’s goal is 
to get the best results with relatively little effort in terms of a 
time spent on data set preparation. This assumption lead us 
to a question if it is possible to train a neural network 
without manually labelling each object in each picture by 
“pointing” all pixels that belong to an object, which is a time 
consuming  task. We choose to use a U-net  Convolutional 
Neural Network (CNN) for this purpose.The main reason 
standing behind such a solution is that U-net CNN is 
considered as an architecture with one of the best 
performance in a field of object recognition and 
segmentation.  
In our work (Westwanska, Respondek 2019), we propose an 
algorithm which goal is to correctly recognize and count 
objects (bees) in an image using only a single point placed 
on each Object of Interest (OOI). All pointed locations of 
pixels are stored in a data base and used in training process

as labels. As our algorithm performed very well and we 
achived 96% validation accuracy and only 14% error 
according to counting objects in an image, we decided to 
examine if this approach would work for objects 
characterized by more complex shapes. 
A continuation of mentioned above work is article 
(Westwanska, Respondek 2020), where the segmentation 
accuracy and duration of this process is tested and improved. 
The achieved results encouraged us to make modifications 
which would allow the network, trained on the basis of 
single points locations, to recognize more complex shapes of 
OOI. 
We chose fundus eye images (fei) because the network of 
vessels in such images is an interesting and challenging type 
of object. It is also significant that fei vessels abnormality 
detection is nowadays one of the most important branches in 
processing medical images as it may have significant impact 
on early diagnosis of eye diseases which (when not treated) 
can ultimately lead to vision loss. For those reasons, it is our 
belief that it is a matter of utmost importance to apply new 
achievements in a field of neural networks to medical 
images. 
We added modifications to the method presented in our 
previous work (Westwanska, Respondek 2019), in order to 
support vessels recognition process. We redesigned the 
earlier method which introduced two stage segmentation 
(coarse and accurate) and we applied two-stage machine 
learning process (coarse and fine). The validation set results 
achieved are encouraging and lead to better performance of 
analysed neural network architecture. In the first (coarse) 
part of the process, validation accuracy during training the 
network is 88% (on average) while training in the second 
(fine) stage achieves 95% accuracy (on average). On top of 
the theoretical discussion followed by practical experiments 
we published our code on GitHub 
https://github.com/WeronikaWestwanska/Vessels_UNET_C
NN_single_point_algorithm for anyone to be able to see and 
try the algorithms for themselves. 
 
U-NET CNN 
 
The decision to use U-net architecture (Ronneberger 2015) 
was determined by evidence of its state of the art 
performance according to biomedical image segmentation 
literature (Baek 2019, Ronneberger 2015). What is 
characteristic with this kind of neural network is that it does 
not need as many training images as other architectures 
proposed in literature. U-net CNN is based on convolutional 
neural networks in terms of convolution and maxpooling 
operations. The main difference which makes U-net CNN  
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special is that after several sequences of convolutions and 
max pooling operations, other layers are added which looks 
almost the same as the first part of the network, but max 
pooling is replaced by upsampling operators. This approach 
allows the network to efficiently propagate the context 
information which leads to more accurate results of 
segmentation in comparison to other architectures. 
 
NEURAL NETWORK ALGORITHM DESCRIPTION 
 
In our study we focus on application of UNet, where training 
data preparation uses approach (Ronneberger 2015). The 
ultimate method is divided in two main parts: coarse and 
fine. Each art consists of three stages: 

 UNet training data peparation, 
 UNet training 
 UNet windowed data segmentation. 

 
The coarse mode is responsible for generating images with 
vessels segmented. This stage allows one to gain coarse 
locations of most OOI pixels. As a result we get a black and 
white images with segmented vessels. Images segmented in 
coarse stage are then used as training data during “fine” part 
of the whole process – this time images from coarse 
segmentation process are labels. Segmentation and training 
processes in coarse and fine modes are basicly the same 
according to the structure of the algorithm. We only change 
parameters corresponding to coarse and fine model paths and 
windows_per_image_on_average parameters. Analysing 
training processes in both stages, we set epochs number at a 
value of 50 in the coarse stage (which satisfies the need to 
reach maximum possible value of validation accuracy). Fine 
mode training does not need that much training epochs. 
Observing scored accuracy during this process we found out 
that 30 epochs is enough to train the network and gain 94% 
validation accuracy (on average). 
The most crucial part of the algorithm is generation of 
training data which is different for coarse and fine part of the 
process. 
 
DATA GENERATION 
 
The Data Preparation For Coarse Segmentation 
 
In our experiments we use fei obtained from 
https://www5.cs.fau.de/research/data/fundus-images/. 
Algorithm has got two classes declared: background (index 
0) and vessels (index 1).  Each image is of 3504x2336 pixels 
size. The algorithm works on a basis of single points placed 
on OOI  and background (Not Object of Interest - NOOI) in 
an image. Their positions in the image are stored in a 
database with information if they belong to class 0 or 1. This 
way vessels and background in an image are labelled. During 
training data generation process each location is used to 
draw a circle with a declared radius which is different for 
OOI and NOOI. Every pixel ftting into the OOI circle is 
considered as OOI, with a linear probability decrease 
function based on the pixel’s distance from the OOI circle 
centre. For each pixel in the circle its probability is 
calculated using linear decreasing function which assumes 
that the highest probability value (1.0) is in the centre of a 
circle. The further from the centre, the lower value of 
probability that a pixel belongs to an object. Pixels lying 
outside the circle are considered as background pixels.  

As it’s described for the cases of OOI circles, whe have the 
same amount of random circles specified for NOOI 
(background). So it’s exactly the same idea that if a pixel lies 
withing NOOI circle it is considered as a background pixel 
with a linera decrease probability function. However the 
maximum (center) and minimum (circle edges) probability 
function is different for OOI and NOOI. Any points not 
belonging to OOI or NOOI pixels are deemed as partially 
belonging to background with probability of 0.8 and 
probability 0.2 of belonging to a vessel.  
 
This process is applied to each of the training images, 
providing class probabilities for each of the pixels from RGB 
colorspace. Its important to note that our algorithm does not 
really care for the mask defined for the fei. The actual 
training windows represent randomly selected positions in 
the training image. The total amount of windows per image 
is parameterised. Also there is a ratio of how many random 
windows are deemed as background windows and how many 
are deemed as foreground windows. The decision is based on 
ratio of pixels belonging to OOI or NOOI respectively to the 
total pixels in a window. 
 
The forementioned data preparation step is setting up 
training vectors for the first part of segmentation. That part is 
called coarse segmentation. Using a windowing technique 
described above and UNet network, we can establish a set of 
coarse black and white images. The black color describes 
background and the white describes object. 
 
The Data Preparation For Fine Segmentation 
 
Our first results from coarse segmentation were very 
encouraging, however they do contain quite a lot of artifacts 
lying on the boundary of the image's mask and the retina 
itself. So we decided to see how the data resulting from first 
segementation step would train a new UNet network with the 
same architecture but different input data. This new UNet 
network would also use a random windowing technique per 
each image, with a specific ratio of OOI and NOOI windows 
(just like in a coarse segmentation). However here we are not 
setting up circles in the middle of randomly placed points. 
 
EXPERIMENTS 
 
Experiments we have performed, tested an impact of various 
parameters on achieved results. To compare such results we 
use IoU method which allows to determine the settings 
which gives the best performance of considered algorithm. 
IoU value, known also as Jaccard index, refers to division of 
intersection of two sets over their union. If a value of Jaccard 
Index is close to 1.0 it means that analyzed sets are equal. 
We chose to present Jaccard Index in %  (1.0 = 100%). In 
our case the sets mentioned above are white pixels locations 
in segmented manually images and in images processed by 
our neural network 
 
We examined several different settings of chosen 
parameters: 

 default_background_probability, 
 default_vessels_probability, 
 min_vessel_probability, 
 min_background_probabilty, 
 vessel_radius, 
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 background_radius, 
 binarisation_threshold. 

All chosen settings are presented in Table 1. 
 

Table 1: Network Parameters Settings On Jaccard Index 
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1 0.80 0.20 0.90 0.80 20 30 
2 0.80 0.20 0.90 0.80 20 50 
3 0.80 0.20 0.80 0.90 20 30 
4 0.80 0.20 0.80 0.90 20 50 
5 0.85 0.15 0.90 0.80 20 50 
6 0.90 0.10 0.90 0.80 20 50 
7 0.90 0.10 0.80 0.90 20 50 

 
Default probability of background and vessel is a parameter 
which passes information about expected probability that a 
pixel belongs to OOI or NOOI. This is due to image 
characteristic – as the largest part of an image area is 
covered by background pixels therefore proposed setting of 
these parameters provides default background probability to 
be greater than default vessel probability. Example of results 
gained for experiment 4 and 7 from Table 1. are presented in 
Table 2. 
 
Minimum vessel or background probability parameters are 
used to calculate probability that a pixel inside of a drawn 
circle belongs to a class for which it was created. In table 3 
one can find results of computation referring to experiments 
2 and 4 (Table 1). 
 
The radius of OOI and NOOI is determined by vessel_radius 
and background_radius respectively. We analyzed impact of 
these parameters in comparison to overall number of OOI 
pixels in an image. As it is mentioned above in examined 
images there are significantly more NOOI pixels than those 
belonging to OOI. Therefore we assumed that setting 
background_radius bigger than vessel_radius should allow 
the network gain more information which part of the image 
belongs to NOOI class. In work (Westwanska, Respondek 
2020) we demonstrate that setting object’s radius bigger than 
empirically estimated size of OOI leads to better 
segmentation results. Table 4 presents comparison of Jaccard 
index computed for vessel radius = 20 and background 
radius set to 30 and 50. In both cases the same settings for 
other parameters are established in order to anable reliable 
comparison of results: 

 default_background_probability = 0.80, 
 default_vessels_probability = 0.20, 
 min_background_probability = 0.80, 
 min_vessel_probability = 0.90. 

 

Table 2: Default Background And Vessels Probability 
Impact On Jaccard Index For Different Binarization 

Threshold Values 

bi
na

ri
za

tio
n 

th
re

sh
ol

d 

de
fa

ul
t b

ac
kg

ro
un

d 
pr

ob
. =

 0
.8

0 
de

fa
ul

t v
es

se
l p

ro
b.

 =
 0

.2
0 

de
fa

ul
t b

ac
kg

ro
un

d 
pr

ob
. =

 0
.9

0 
de

fa
ul

t v
es

se
l p

ro
b.

 =
 0

.1
0 

coarse fine coarse fine 

0.40 18.77 16.79 35.03 33.73 
0.42 25.08 23.90 37.79 36.38 
0.44 27.95 27.60 40.05 38.82 
0.46 30.29 29.79 42.08 41.94 
0.48 32.45 32.77 43.82 44.08 
0.50 34.63 34.67 44.94 45.48 
0.52 36.85 37.30 45.24 46.02 
0.54 38.97 40.00 44.29 43.72 
0.56 40.99 42.66 41.29 39.13 

 
 

Table 3: Minimum Background And Vessels Probability 
Impact On Jaccard Index For Different Binarization 

Threshold Values 
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0.40 26.15 25.07 18.77 16.79 
0.42 28.38 26.96 25.08 23.90 
0.44 30.42 29.97 27.95 27.60 
0.46 32.58 32.14 30.29 29.79 
0.48 34.80 34.87 32.45 32.77 
0.50 37.07 37.29 34.63 34.67 
0.52 39.58 39.84 36.85 37.30 
0.54 41.94 42.76 38.97 40.00 
0.56 43.56 44.32 40.99 42.66 
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Table 4: Background Radius Parameters Impact On Jaccard 
Index For Different Binarization Threshold Values 
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coarse fine coarse fine 
0.40 23.27 21.61 18.77 16.79 
0.42 25.93 25.17 25.08 23.90 
0.44 27.88 26.03 27.95 27.60 
0.46 29.53 29.67 30.29 29.79 
0.48 31.15 31.23 32.45 32.77 
0.50 32.89 33.53 34.63 34.67 
0.52 34.61 35.69 36.85 37.30 
0.54 36.23 38.13 38.97 40.00 
0.56 38.00 38.81 40.99 42.66 

 
Binarization threshold parameter is used in order to decide 
which pixel in a heatmap should be considered as OOI. The 
lower value of binarization threshold is, the more pixels are 
recognized as OOI. For each setting of mentioned above 
parameters we applied the same value of binarization 
threshold for both stages of segmentation – coarse and fine. 
We examined value of Jaccard index for coarse and fine 
segmentation for parameters setting listed in Table 1. It 
occurred that for low binarization threshold values (0.40 – 
0.46) coarse segmentation results are better than achieved 
after second (fine) stage of the process. This might be 
surprising in terms of validation accuracy which is 
significantly better  in the second stage. This leads us to 
conclusion that adding the fine mode in our algorithm has 
got a crucial impact on computation only in certain range of 
binarization threshold values. This effect can be seen in 
Figure 1. Blue line refers to Jaccard Index dependency on 
binarization threshold value for fine segmentation while 
orange describes coarse segmentation results. One can easily 
find out that certain values of the threshold improves 
accuracy of correct OOI recognition but there are also values 
which affect the computeation to be worse than gained in 
coarse segmentation mode.  

 
Figure 1: Impact of binarization threshold value on 

segmentation accuracy in experiment 7. 

We also found that some settings lead to wider rage of 
binarization threshold values for wich fine segmentation 
gives positive impact on overall results of segmentation. In 
Figure 2 we present data gained for settings given in 
experiment 4 (Table 1). 
 

 
Figure 2: Impact of binarization threshold value on 

segmentation accuracy in experiment 4. 

Visual presentation of coarse and fine segmentation for 
different network settings are presented in Images 3-10. The 
dependency of segmentation result on binarization threshold 
is presented for four different values of this parameter in 
experiment 4 (Table 1). In Figure 11 one can find original 
image which is presented in Figures 3-10 after processing by 
neural network and in Figure 12 one can see manually 
labelled image which is used to compute Jaccard Index. 
 

 
Figure 3: Heatmap (left) and binarization result (right) for 

coarse segmentation with binarization threshold = 0.40 
 

 
Figure 4: Heatmap (left) and binarization result (right) 

for fine segmentation with binarization threshold = 0.40 
 

 
Figure 5: Heatmap (left) and binarization result (right)  
for coarse segmentation with binarization threshold = 

0.48 
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Figure 6: Heatmap (left) and binarization result (right) 

for fine segmentation with binarization threshold = 0.48 
 

 
Figure 7: Heatmap (left) and binarization result (right) for 

coarse segmentation with binarization threshold = 0.58 
 

  
Figure 8: Heatmap (left) and binarization result (right) 

for fine segmentation with binarization threshold = 0.58 
 

 
Figure 9: Heatmap (left) and binarization result (right) for 

coarse segmentation with binarization threshold = 0.66 
 

 
Figure 10: Heatmap (left) and binarization result (right) 
for fine segmentation with binarization threshold = 0.66 

 

 
Figure 11: Original image processed to binary version in 

images 3-10 

 

Figure 12: Manually segmented image processed to binary 
version in images 3-10 

 

SUMMARY 

 
In this paper, we present a novel approach to complex shape 
object recognition and segmentation in coloured images 
using adopted U-net CNN architecture. We examine fundus 
eye images applying our two-stage algorithm with coarse 
and fine approach to training data set preparation. We 
discovered the impact of crucial parameters of the proposed 
neural network on results in meaning of accurate assigning 
each pixel to a specific class (background and vessel). We 
pointed the best solution and started a encouraging trend in 
solving computer vision machine learning tasks. We plan to 
explore possibility of improving our algorithm and test it on 
other biomedical images. 
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ABSTRACT—Automatic plant species recognition is a chal-
lenging and appealing field for both computer scientists and
botanists alike. In this study, a deep learning convolutional
neural network (CNN) has been trained to perform mobile
imagery classification on species of flowers found in Ireland.
A very rich dataset of images was used and underwent
substantial pre-processing, specifically in relation to back-
ground removal and data augmentation. Several models of
deep learning CNN, with varying amounts of layers and
training methods, have been evaluated on this dataset. The
best model was then embedded in a web-based application,
creating an online system to allow for new plant images to
be taken, uploaded, and classified. This web-based software
can be widely utilised by botanists, environmental scientists,
researchers, and even general public. This study is a unique
real-world demonstration of human-machine integration to
facilitate plant species recognition.

INTRODUCTION

Ireland has over 12,200 lakes predominantly located along

western coastal areas, a number that is approximately twice

the European average. The majority of lakes are very small:

66% are less than 1ha in area. In contrast, less than 2% of

Irish lakes (e.g. Lough Corrib and Lough Mask) account for

more than 80% of the total lake surface area in the country.

Aquatic invasive species have a wide range of impacts on

aquatic biodiversity and ecosystem. Invasive plants are non-

native species that establish and spread in their new location,

generating a negative impact on the local ecosystem and

representing one of the leading causes of the extinction of

local species.

A large task is being undertaken for the data collection,

identification and access of all flora around Ireland. This

collection of data will be used to document flora positions

and health all around Ireland, whilst also offering anyone the

opportunity to view the specific identified flora in particular

media such as websites, books, handouts etc. The data

is intended to be used for automated categorisation and

identification of the flora via image processing for automated

flora identification via mobile imagery.
This facilitates monitoring and maintenance of the local flora,

while also providing scientists and experts with information

in a timely fashion of new undocumented species entering

the area, such as the Lagarosiphon major (Curly leaved

waterweed) which requires yearly maintenance to remove and

prevent it from spreading further in the lake. The monitoring

of invasive species in lakes is challenging, costly, and on the

site sometimes dangerous. There are over a hundred species

in the area of the lakes, which can make identification and

documentation difficult.
The most important goal is to create a real-time and online

system whereby flora can be identified by Mobile Imagery

with a high degree of accuracy using Deep Learning models

Kamilaris and Prenafeta-Boldú (2018). The main objectives

of this study involve selecting and testing a number of deep

learning models, training them with the image dataset, and

analysing the speed and robustness of the flora identification

using the selected deep learning models. The initial focus is

on the development of a classification algorithm based on

the used image dataset and the calculation of the accuracy.

The subsequent task involves creating an online system to

allow for documentation to be uploaded and classified.

BACKGROUND STUDY

There are many different approaches to automatic plant

identification and due to the different industries involved, a

diverse range of strategies have been attempted. However,

despite the diverse strategies applied, within the overall

picture for the most accurate identification scores, certain

trends emerge. Artificial intelligence has been the centre

of attention of many researchers for developing plant

identification tools. Leaf-based analysis was prominent in

these studies Zhang et al. (2020).
For example, Barré et al. (2017) developed a deep learning

system to learn discriminative features from leaf images
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together with a classifier for species identification of plants.

It was intended to show that learning the features by a

convolutional neural network (CNN) Zhu et al. (2019)

can provide better feature representation for leaf images

compared to hand-crafted features.

Additionally, in the study of Larese et al. (2014) re-

prioritisation of features for segmenting and classifying

scanned legume leaves based only on the analysis of

their veins has been proposed. The results are positive,

showing the proposed methodology to be an effective and

more economical alternative solution which outperforms the

manual experts’ recognition efforts.

Moreover, some authors Mohanty et al. (2016) investigated

the condition of the leaf, rather than the actual leaf itself.

Using CNN their trained model achieved an accuracy of

99.35% on a held-out test set, proving the effectiveness of

the method.

Sladojevic et al. (2016) performed a study on disease

recognition based on leaf image classification through deep

neural networks. The developed research model is capable

of recognising 13 different types of plant diseases out of

healthy leaves, with the ability to distinguish plant leaves

from their surroundings. Caffe Caffe (2020), a deep learning

framework, was used to perform the deep CNN training.

The experimental results on the developed model achieved

precision between 91% and 98%, for separate class tests, on

average 96.3%.

One study that adopted a rather unique approach to the leaf

identification was carried out by Nguyen et al. (2013). This

study adopted the interesting strategy of proposing a leaf

based plant identification method using speeded up robust

features (SURF) features in combination with Bag of Words

and supervised learning. This method achieved better results

in comparison with other existing methods in the same

database. Secondly, this study involved the development of

a leaf-based plant identification system for Android. The

app system of used in the research work of Nguyen et al.

(2013) is particularly relevant to the current study.

Another interesting approach to identification was used by Jin

et al. (2015). This research approach was unique as it chose

to focus specifically on leaf tooth features. An automatic

species identification method using a sparse representation

of leaf tooth features was the proposed outcome for this

research.

A paper particularly relevant to the challenges of data pre-

processing was authored by Pawara et al. (2017). This

is important in increasing the number of training images,

which in turn improves classifier performances for deep

learning. This study evaluates the utility of six individual

DA techniques (rotation, blur, contrast, scaling, illumination,

and projective transformation) and several combinations of

these techniques, resulting in a total of 12 data-augmentation

methods.

The results show that the CNN methods with particular data

augmented datasets yield the highest accuracy, which also

surpass previous results on the three datasets. Furthermore,

the CNN models trained from scratch highly profit from

data augmentation, whereas the fine-tuned CNN models do

not really profit from data augmentation.
It has been observed that data-augmentation using combi-

nations of rotation and different illuminations or different

contrasts helped most for getting high performances with

the scratch CNN models. This could be useful in the current

study since several unbalanced classes are existed, which

could be supplemented with augmented data to train a more

accurate classifier.
Taking a step back from the more advanced methods

of deep learning described above, another somewhat less

complex approach is discussed by Pacifico et al. (2018). It

involves using a Multi-Layer Perceptron (MLP) artificial

neural network trained with a Backpropagation algorithm to

perform automatic plant classification. To avoid a dataset

bias problem, some plant data sets which use different plant

features obtained by different feature extraction processes

are employed. This study compares the MLP algorithm with

several supervised learning methods from plant recognition

literature using a statistical hypothesis test of type Fried-

man/Nemenyi test. The obtained results show the potential

of a MLP algorithm to deal with plant classification in an

unbiased context. While this particular study focused on

leaves, 97% accuracy was the best accuracy achieved with

the MLP.
The application of of deep learning for plant identification

has gained interest by the progress in recent computer vision

capabilities. As an example, the research performed by

Sun et al. (2017) focuses on the work of plant species

identification in their natural environment using deep learning

models. The two key components within this work are: 1) the

type of dataset and 2) the machine learning algorithm. The

dataset used is similar to dataset in the present case study.

This data set, called BJFU100, is collected from natural

scenes via images captured on mobile devices. It categorises

over 100 species of ornamental plants in the Beijing Forestry

University Campus. While the actual species of Chinese

plants classified will vary significantly from our own Irish

dataset.
Particularly, the fact that the data is gathered by mobile

device, as that will be our own method of new image

collection for testing our own trained classifier model.

It is worth noting about this dataset, that the classes in

the BJFU dataset need to be all perfectly balanced when

designing the classifier. There is exactly 100 images in each

category. This removes complications and bias in training the

classifiers. Our own raw dataset has some very imbalanced

datasets, ranging from 4-30 different pictures depending on

the category, which adds to the time consuming task of

data preparation of this study. It will be important that we

use data augmentation if necessary, to generate additional

training images for categories that may be lacking sufficient

quantities of images. It is important to note that this dataset

underwent data pre-processing for background removal. The

plant images had the backgrounds removed and replaced

with just the isolated plant on a plain background.
Within existing research Wäldchen et al. (2018) an evaluation
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of various strategies has taken place for the automated plant

species identification, in order to compare their accuracy

and quality of their results. A review of the type of machine

learning problem which plant identification actually falls

into has been identified as a supervised machine learning

classification problem, considering it has the key charac-

teristics of discrete, or definitive categories or class labels

(i.e. there are clear cut defined species of plants). Figure 1

shows the fundamental steps in supervised image recognition

models for plant image-based species identification, which

is adopted from Wäldchen et al. (2018).

Fig. 1. Supervised image recognition methodology for plant identification
based on images, adopted from W¨ aldchen et al. (2018)

Although feature-based algorithms have been popular in the

literature, for the purposes of this study, we are using CNNs

as they do not require manually created feature detection and

extraction steps. Unlike in the previous models we looked at,

both detection and extraction steps are used as an iterative

training process, which automatically discovers a statistically

suitable image representation (similar to a feature vector)

for a given problem.

DATASETS

A flora image dataset containing over 112 GB of RGB images

has been used National Biodiversity Data Centre (2020).

There are 28,000 images across 380 different types of species

already categorised into the scientific name of the plant. The

data presents flora captured from an average of four different

viewpoints, as well as varying backgrounds, proximities and

quantities. The dataset has over 4,000 images of unidentified

species, ranging across 150 different categories. This data

will be used to train a deep learning identification model in

the present study.

Once the dataset preparation was completed, the system

implementation took place in order to create the training

model to classify our plant species images. The software

development for this study can be broken down into two

individual software components. The first is the software

to build and train a deep learning CNN classifier using

the training data pre-processed in the previous section. The

second component is an online classification system, that

will enable the user to interact with the actual classifier.

CONVOLUTIONAL NEURAL NETWORK (CNN)

Based on the discussion from the background research study,

CNNs were found to overwhelmingly be the best performing

model for plant species identification Lee et al. (2020).

Therefore, based on those research findings, the classification

model chosen to develop and evaluate for this study is CNNs.

For deep learning models, our core concept is a hierarchical

image representation composed of building blocks with

increasing complexity per layer. The use of this layered

approach has yielded to an unprecedented accuracy of

classification results, that had previously been unachievable.

Figure 2 provides an informative diagram of the existing

research Wäldchen et al. (2018). It offers a great visualisation

of just how CNNs can classify images of flowers.

Fig. 2. Classifying images of flowers with CNN Wäldchen et al. (2018)

To understand a CNN, it is important to first understand a

Neural Network (NN). A Neural Network is a model of self-

learning computer program that is created and configured to

solve a specific problem Iliadis and Jane (2017). In general,

a neural network is modelled based on human brain and how

it does a specific task. NNs consist of a structured network of

neurons that are connected, allowing them to communicate

with each other to perform certain computations in order to

solve a problem.

Given the challenging nature of plant species image classifi-

cation which is the main scope of this study, CNN is the

most suitable model to use. CNNs are a specialised kind of

neural network for processing data that has a known grid-

like topology Goodfellow et al. (2016). For example, in this

study the topology data is the available plant image data,

which can be thought of as a 2-D grid of pixels. The name

’convolutional neural network’ indicates that the network

employs a linear mathematical operation called convolution.

Convolutional networks are simply neural networks that

use convolution in place of general matrix multiplication in

at least one of their layers Goodfellow et al. (2016). The

key characteristic of CNNs is their multi-layer architectures.

This involves the inclusion of several convolutional and

subsampling layers, potentially including an additional fully

connected layer.
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THE CONVOLUTION LAYER

The convolution layer is the main building block of a CNN,

it is comprised of a set of independent convolution neurons.

In its most general form, convolution is an operation on two

functions of a real-valued argument. This operation is called

convolution. The convolution operation is typically denoted

with an asterisk Goodfellow et al. (2016) (see Equation 1).

s(t) = (x× w)(t) (1)

Where, based on convolutional network terminology, the first

argument (in this example, the function x) to the convolution

is often referred to as the input, and the second (in this

example, the function w) as the kernel. The time index is

represented by t. The output is sometimes referred to as the

feature map. When convolutions are used on more than one

axis at a time, e.g. in this study, if we use a two-dimensional

flower image as our input, we probably also want to use a

two-dimensional kernel k (see Equation 2).

S(i, j) = (I ×K)(i, j) =
∑
m

∑
n

I(m,n)K(i−m, j−n))

(2)

Convolutional layers in a CNN model take the input

L × W × R. L represents the length, W represents the

width, and R represents the number of channels. The filters

in this convolutional layer will be of size N × N × Q
where N is smaller than the input’s dimensions and Q can

either be the same value as R or smaller. Each filter is

independently convolved with the image, therefore producing

a 2-dimensional activation map (also called a feature map).

THE POOLING LAYER

A typical layer of a convolutional network consists of three

stages: 1) performing several convolutions in parallel to

produce a set of linear activation, 2) running each linear

activation through a nonlinear activation function, and 3)

using a pooling function to modify the output of the layer.

A pooling function replaces the output of the net at a certain

location with a summary statistic of the nearby outputs

Goodfellow et al. (2016).

THE FULLY CONNECTED LAYER

After the feature extraction is performed by our several

convolutional layers, we then need to classify the data into

various classes. This can be achieved by a fully connected

layer. Fully connected layers connect every neuron in one

layer, to every neuron in another. This process is performed

at the end of a model architecture and is usually the last step

before the output layer. The fully connected layer takes an

input volume from a convolutional or pooling layer preceding

it, and outputs and N dimensional vector where N is the

number of classes that the program must choose from. The

N number of neurons required for the output layer in this

study is 31. Each output neuron corresponding to one of our

31 plant species classes.

The model used in this research was the Resnet (Residual

Networks) model Keras API reference (2020) as shown

in Figure 3. With the network depth increasing in recent

advances, traditional methods are not expected to improve the

accuracy of classifiers. In fact, adding additional depth can

cause problems and a loss of accuracy due to vanishing

gradient and degradation. The ResNet residual network

introduces skip connections that allow the information (with

the input or those learned in earlier layers) to flow more

into the deeper layers. Deep residual networks with residual

units have shown encouraging accuracy on large scale image

recognition tasks.

Fig. 3. Architecture of Resnet model Sun et al. (2017)

SOFTWARE DESIGN AND IMPLEMENTATION

There are many different frameworks widely available

for deep learning. The chosen framework used in this

study is TensorFlow TensorFlow (2020). TensorFlow is a

machine learning system that operates at large scale and

in a heterogeneous environment Abadi et al. (2015), and

an ideal framework for implementing deep CNN. In data

pre-processing, there are two versions of augmented data to

test in the models. Version 1 is data augmented with random

backgrounds and version 2 is the data augmented on just

plain black backgrounds. The first step in this implementation

is to create a simple CNN model and compare how the

model performs on both versions of data, before choosing to

move forward with the most suitable version of data. Both

design options were considered equally. After much strategic

analysis, the second option was chosen as the most suitable

implementation moving forward with the study. While the

higher accuracy of removing the background each time a

new image is classified was a strongly desired solution.

Table I summarises testing models testing accuracy at

training. The highest accuracy for models developed in this

study belongs to a 5-layer Keras CNN Keras (2020) which

contains 3 Conv layers and 2 FC layers and is shown in

Table I as Model−11. This model, trained on 12,400 images

(400 images per flora class), to classify all 31 types of plant

species in our dataset, achieves 91% accuracy. This model

is used for online web app classification system.
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TABLE I
MODELS ACCURACY EVALUATION SUMMARY

Model-Framework Structure Accuracy
1-TensorFlow 1 FC layer 93%
2-TensorFlow 1 FC layer 100%
3-TensorFlow 1 FC layer 65%
4-TensorFlow 1 FC layer 10%
5-Keras 2 conv layers, 2 FC layers 86%
6-Keras 2 conv layers, 2 FC layers 80%
7-Keras 2 conv layers, 2 FC layers 77%
8-Keras 3 conv layers, 2 FC layers 99%
9-Keras 3 conv layers, 2 FC layers 96%
10-Keras 3 conv layers, 2 FC layers 93%
11-Keras 3 conv layers, 2 FC layers 91%

Once the model has been trained on the above architecture,

is to save it and export it in a ’.h’ file format. This leads to

the concluding step in this overall implementation - creating

an online system whereby plant images can be uploaded and

classified by a user. The web app was developed using Flask

Flask (2020). Flask is a micro web framework written in

python. It is highly compatible with other frameworks and

allowed for the easy importing of the Keras model Keras

(2020).

The online plant identification system is the exclusive method

of user interaction with the model. The web app essentially

acts as a front end interface for the user to utilise the trained

plant classifier model. The user can access the web app

through a browser, and the web page itself is complete with

two-way communications for interacting with the trained

model in the backend. This enables the user to upload a new

image to the web app, the web app exports that image to the

trained model, the model classifies the image, and returns a

plant class prediction which is then displayed on the web

app for the user. The overall software system architecture is

illustrated in Figure 4.

Fig. 4. Software design component architecture

At start time the script ’App.py’ initiates a CNN object to

which the Keras model is loaded into. When the user submits

the image to be classified, it passes that image through the

app controller to the model’s prediction function. The Keras

model returns the prediction feedback to the app controller.

The app then requests the ‘Results View’ from the app views,

which returns a response of an HTML page with the plant

species name prediction. This is then returned through the

app in the browser, which displays the user image and the

predicted plant class. Finally, it resets and gets ready to

restart the image recognition process after receiving a new

plant image.

The plant species which has the highest probability score is

returned as the predicted class. The user’s selected image is

displayed on the screen, as well as the predicted plant class

label and model’s percentage confidence in the prediction

(Figure 5). However, if the predicted accuracy is less than

60% at which we deem prediction confidence is not high

enough, the web page is programmed to inform you that the

species captured in the uploaded image does not yet exist

in the database. As shown in Figure 5 Achillea Millefolium

and Myosotis Scorpioides were predicted using the designed

tool with 99% and 96% accuracy, respectively.

Fig. 5. Experimental results of images classified by the online classification
system Web App

CONCLUSIONS

In the present study deep learning and image processing

techniques have been used and trained on the dataset.

Through the creation of a system whereby flora can be

identified by plant imagery with a high degree of accuracy

using deep learning models. The highest performing model

was the Convolutional Neural Network (CNN) with 5 layers.

With 91% accuracy the core objective of this study which

was classifying plant species images across Ireland with a

high degree of accuracy using deep learning models, was

satisfied.
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M.; Jia Y.; Józefowicz R.; Kaiser L.; Kudlur M.; Levenberg
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